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Summary 
Several research and development efforts are underway to develop tools to better understand 
populations of interest and predict their responses to military operations and other events.  In 
general, though, the pace at which these models are being developed has exceeded the ability to 
gather sufficient data to populate them.  Designing tools to harness rich sources of text-based 
data, such as online newspaper editorials, blogs, and social networking sites, is critical in 
advancing our understanding of these populations of interest. 

The purpose of the Social Identity Information Retrieval System (SIIRS) is to extract 
information from open-source text relating to intergroup perceptions that can be used to 
instantiate key aspects of the agent-based social simulation system that is being developed by 
Aptima and the DRDC (SISTEM). 

Development of the SIIRS system focused on the specific problem of detecting and classifying 
sociostructural beliefs from Social Identity Theory -- beliefs about the legitimacy, stability, and 
permeability of social groups and their status.  A dataset of social media comments centering on 
the issue of income inequality was collected and analyzed, and a system was built to classify 
implicit author beliefs on the legitimacy of class-based income disparity.  Because of the heavily 
implicit nature of sociostructural belief expression, the detection problem was formulated as a 
form of text classification.  The SIIRS system achieved classification accuracies competitive 
with results from similar tasks in social media analysis, demonstrating the feasibility of the 
approach.
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Introduction 
The evolution of conflicts throughout the world has resulted in a shift from well-defined 
adversaries to local populations. These changes have led to an inability of military commanders 
to anticipate the full impact that kinetic and non-kinetic operations may have on local 
populations. Several R&D efforts are underway in the U.S. and Canada to develop simulation 
tools to better understand populations of interest and predict their responses to events.  However, 
the pace at which models are being developed has outstripped the ability to gather relevant data 
to populate them. The limitations of traditional data gathering methods, combined with the 
explosion of text sources available through the Internet, has led to an opportunity to apply 
information retrieval techniques to glean the necessary information.  

Aptima is developing the Social Identity Information Retrieval System (SIIRS) to extract 
information from open-source text relating to intergroup perceptions. Based on a novel 
combination of deep linguistic processing and probabilistic models, the goal of the SIIRS system 
is to both extract linguistic expressions of social identity -- in particular the legitimacy, stability, 
and permeability of a group structure -- and aggregate the data into quantitative measures of 
sociostructural variables.  SIIRS provides a means to leverage the wealth of text-based data 
available across the Internet, which in turn accelerates the development of higher-fidelity tools to 
improve conflict prediction. 

Social Identity Theory attempts to account for how subjectively perceived social structure can 
lead people to define themselves in terms of a shared social identity and thereby produce forms 
of intergroup behavior.  Social identity -- how people perceive their relations to the multiple 
groups to which they belong -- is argued to be a crucial part of a person's self-concept.  People 
invoke part of their social identities whenever they think of themselves as belonging to one 
gender, ethnicity, social class, religion, etc.  Group membership and social identity play a role in 
shaping interpersonal interactions. 

Social Identity Theory (as well as social categorization theory) holds that people are sensitive to 
group status differences and are motivated to view their own social groups positively.  These two 
factors are key drivers of individuals' social identity management strategies.  For example, 
membership in a relatively low-status group may engender perceptions of deprivation, which in 
turn may result in individuals undertaking actions to increase their group’s status and/or diminish 
the status of other groups (Tajfel & Turner, 1979, 1986). 

According to Social Identity Theory, a group member’s expectations of rewards of group 
membership are importantly affected by sociostructural beliefs about the nature of group status 
differences.  Group status differences are primarily shaped by three types of beliefs: 

 Legitimacy: the degree to which people believe that group status differences are valid. 
 Stability: people’s sense of how likely the status hierarchy is to last into the future. 
 Permeability: the perception of how easy it is for outsiders to enter the group or to move 

to another group. 

Based on these sociostructural beliefs and perceptions of the relative deprivation of one's group 
compared with other groups, people are motivated to take actions to maintain and enhance their 
group’s image in their mind as well as in the eyes of others.  Research indicates that when a 
social structure is believed to be legitimate, people from groups with a perceived higher status 
are likely to engage in negative evaluations of outgroups and to not feel threatened or guilty 
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about the current social structure. The less legitimate that one finds the social structure, the more 
likely individuals are to perceive discrimination from other groups.  Similarly, within unstable 
social structures, highly identified group members are likely to display derogatory behaviors 
toward other groups and to favor their own group (Cheung et al., 2012). 

Following Kessler & Mummendey (2002) (cited in Cheung et al., 2012), Figure 1 depicts the 
influence of sociostructural beliefs on group identification and social identity management 
strategies. We have modified the original model to show how we expect these constructs to be 
expressed in language. 

 
Figure 1. Model of the effects of sociocultural beliefs and group resources on group identification, social 
identity management strategies, and language (modified from Kessler & Mummendey (2002) (cited in 

Cheung et al., 2012)). 

A goal of the SIIRS system is the extraction of explicit and implicit statements that express 
beliefs about stability, legitimacy, permeability, and group resources.  Examples of these kinds 
explicit expressions, adapted from Mummendey et al. (1999), are shown in Table 1. 

Table 1. Example linguistic expressions of the sociostructural belief categories. 

Statement Category 

“The relationship between East and West Germany will 
remain the same for many years.” stability 

“It is justified, that the West Germans are currently doing 
better than the East Germans.” legitimacy 

“An East German will never become a West German.” permeability 

“The West Germans are wealthier than us.” group resources 

 

During the period of performance for SIIRS, income inequality in the United States was chosen 
as a use case, with a particular focus on legitimacy.  There were three main goals that together 
made up the development of the SIIRS software: 

1. Data Exploration – In order to inform software development, time was spent exploring 
examples of expression of sociocultural variables and analyzing the linguistic forms that 
these kinds of expressions usually take.  This task also produced a dataset for 
development and testing. 
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2. Software Development – Software development centered on the infrastructure of the 
SIIRS pipeline, in addition to extractors that process text documents.  In addition, a 
classifier was developed that classifies the text as containing an expression of a 
sociostructural belief or not. 
 

3. Evaluation - To verify that the SIIRS pipeline works as expected and can classify 
documents as they pertain to the issue of legitimacy in the income inequality domain, the 
software was evaluated using numerous runs across different learning algorithms and 
feature sets. 

This final report describes the approaches taken to meet these goals, the results achieved during 
the period of performance, and a discussion of lessons learned and potential directions for future 
work.  Appendix A details the requirements of the SIIRS system, Appendix B is a software 
design document that provides an overview of the goals, constrains, representations, and design 
of the system.  Appendix C provides further examples of expressions of legitimacy, stability, and 
permeability from the dataset on comments on income inequality. 

 

Methods, Assumptions, and Procedures 

Data Exploration 
Motivation 
When the project began, it quickly became clear that a data exploration task was crucial because 
examples of real-world expressions of the sociostructural variables of interest were needed to 
inform the software development and make sure that any lexicons being used are as accurate as 
possible.  In addition, the data exploration was needed for the compilation of a corpus of 
documents that could be used for training and evaluating the system.  Thus, a large portion of the 
base period was spent searching for and annotating real-world expressions of legitimacy and 
other sociostructural variables in online text. 

Use case 

The first step in the data exploration task was to identify a real-world situation that causes people 
to discuss sociostructural variables on the internet, which could be used as a use case for SIIRS.  
Ideally, a good use case should involve a relationship between people and groups – or a social 
structure – that generates discussion among people that includes the sociostructural beliefs from 
Social Identity Theory. 

We investigated several use cases that might be applicable, and in the end decided that income 
inequality in the United States seemed to be the best match.  The growing divide between the 
rich and the poor has been a front story in the news since the Occupy Movement started in the 
fall of 2011.  The issue continued to appear in the media through the 2012 U.S. Presidential 
election campaign, through to recent comments by President Obama on the subject.  As a result, 
there are many discussions online regarding aspects of the social structure that are of interest to 
the SIIRS project, including legitimacy, permeability, and stability.  For many of the discussions, 
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there are two defined groups: “the rich”, often referred to as the “1 percent”, and the poor and/or 
middle class. 

In addition to being a good source of data, the income inequality use case bears similarities to 
other status structures involving a minority that holds the majority of the wealth or power. For 
example, the asymmetrical status differences that are central to this use bear similarities to many 
conflict zones where minority/majority power is an issue and may fuel violence, including 
Afghanistan, Iraq, Syria, Egypt, Israel/Palestine, and many others. Because of this, many of the 
extraction patterns that will need to be developed for this use case could also transfer to other 
countries and groups of interest.  

Method 
The process for finding data involved searching online for discussions of the use case that 
centered on the legitimacy of income inequality.  The team used several sources to locate data, 
including the following: 

 Linguistic search engines – We searched for 15 different seeds over 2 different search 
engines: WebCorp1 and GloWbE2 

 Blogs and forums – We looked in specific blogs and debate forums that seemed 
applicable, such as Debate.org3. 

 General search engines – We used Google to locate interesting news articles that sparked 
debates in the comments. 

In general, we noticed that no matter where the search started (linguistic search engine, general 
search engine, etc.), it usually led to a news article or forum post in which comments held 
expressions of the perceptions of interest.  It seems that these kinds of discussions most often 
stemmed from an event or controversial article or opinion. 

After examples had been manually extracted for sources of interest, a subset of them were 
analyzed more closely and formally annotated in order to gain additional insight into how 
sociostructural variables can be expressed.  Each annotation filled in a slot for the following 
variables, which represent the important information needed in order to fully characterize the 
sociostructural belief that is expressed. 

 E = the entity set, or group, that is being discussed. 

 A = the aspect that is being compared, such as status or a particular resource. 

 ST = the stance toward the expressed status or resource.  This includes the variable being 
discussed (legitimacy, stability, or permeability) and the polarity of that variable (i.e., 
legitimate/illegitimate, stable/unstable, or permeable/impermeable).  

 H = the belief holder. 

 T = the time of the expression, if known. 

1 http://www.webcorp.org.uk/live/index.jsp 
2 Corpus of Global Web-Based English, http://corpus2.byu.edu/glowbe/ 
3 http://www.debate.org/ 
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The purpose of these annotations was to help inform the level of natural language processing that 
would be necessary in order to construct an automatic annotator that could annotate sentences of 
interest.  In addition to these more formal annotations, informal notes were taken for many 
examples about the necessary extraction methods and any linguistic peculiarities.  

Software Development 
Requirements 
The first software development task was to develop the requirements for the SIIRS system. The 
requirements were motivated by data exploration, as well as a brief literature review on pertinent 
aspects of automatic sentiment analysis (a sub-discipline of natural language processing that 
bears similarities to extracting socio-structural beliefs from unstructured text). Additionally, the 
SIIRS team discussed the requirements with the SISTEM team to ensure that the efforts were 
aligned where possible.  These requirements were recorded in a requirements document (see 
Appendix A for an updated version). 
 
Software design 
Individual sociostructural belief classification 
Identifying “mentions,” or instances, of the expression of sociostructural beliefs is one of the key 
goals of the overall vision for the SIIRS system – shown in Figure 2 as the “Information 
Extraction” portion.  (The other key goal is to aggregate beliefs across group members to 
produce a group-level parameter for sociostructural beliefs – “Extraction Analysis”.)  In Figure 
2, identifying mentions is the “annotation” component.  Appendix A describes in detail the 
SIIRS scope, functions, and input and output, and Appendix B describes the software design in 
detail. 

The linguistic forms of sociostructural belief mentions are extremely diverse.  Moreover, the 
expressions of sociostructural beliefs are often implicit.  That is, linguistic expressions may not 
explicitly address the issue of legitimacy, but a belief can easily be inferred. 
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Figure 2.  Overview of the SIIRS system. 

A pattern-based approach to identifying sociostructural belief mentions can be fruitful in the face 
of these challenges.  There are two main advantages to this approach.  First, it has the most 
general applicability: a pattern-based extractor can be used in an open-domain context, across the 
web.  It is not limited to specific domains or contexts, for example where people post comments 
about a particular issue.  Second, this approach has the highest precision in extracting 
occurrences of sociostructural belief mentions.  However, a disadvantage is that there may be 
more labor needed to design and implement effective patterns.   

One way to try to overcome the problem of a diversity of expressions that cannot easily be 
exhaustively incorporated into a pattern-based extractor is to use low-level features of 
expressions to collectively predict a sociostructural belief in a statistical manner.  This is a kind 
of document classification.  Given the context of an article about a sociostructural belief, a 
supervised machine learning algorithm such as logistic regression can be used to predict whether 
a comment indicates support for a sociostructural belief or not.  The main advantage of this 
approach is that “feature engineering” is limited to simple observed properties of the input text, 
making it relatively easy to build a predictive classifier. 

SIIRS takes a hybrid approach to the identification of sociostructural belief mentions, leveraging 
supervised machine learning and human-coded patterns.  We believe that a supervised learner 
should be able to establish a strong baseline, capturing enough features to make good predictions 
even in cases of implicit expression of sociostructural beliefs, but that patterns generated by a 
human should be able to improve the performance of the system, especially when the patterns are 
derived from inspection of data on sociostructural belief expression (as opposed to just intuition). 
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In Figure 2, our hybrid classifier appears above the circle for “sociostructural annotation 
modules”: it is composed of a supervised machine learning classifier, as well as lexicons that 
capture patterns that we believe will aid prediction of the sociostructural belief label.  The input 
to the hybrid classifier includes these patterns as well as simple features computed from the text 
to be classified such as n-grams.  The output of the hybrid classifier is a binary label representing 
the presence or absence of a sociostructural belief. 

Sociostructural belief feature annotators 
To carry out sociostructural belief identification and classification, the SIIRS module is 
comprised of multiple custom annotators.  Given a document, each annotation module focuses 
on labeling a particular piece of relevant information from a sentence in the document.  The 
output of these annotators is converted to features for the classifier.  In the base period, three 
annotators were developed: 

Sociostructural variable identification.  The sociostructural variable annotation identifies if a 
variable of interest (stability, legitimacy, or permeability) is being discussed in a sentence.  A 
preliminary version of this annotator, which uses custom lexicons for each of the variables, has 
been developed and tested. 

Comparative expressions.  The comparative expressions annotator finds linguistic expressions of 
the form [Relation – comparison] + [evaluation].  A preliminary version of this annotator has 
been developed that uses a custom lexicon and part-of-speech tags. 

Legitimacy annotator.  The legitimacy annotator looks for mentions of legitimacy using patterns 
based on syntactic structure.  As an example, one of the rules looks for sentences that follow the 
structure [group] [legitimacy-related verb] [resource] such as “The rich earn their money.” 
 
Additional annotators 
Word Class Annotator.  During the option period we also investigated additional features to 
improve classifier accuracy, including word classes (Lamb et al., 2013).  Intuitively, there are 
sets of keywords that indicate to human readers a writer’s beliefs, even when writers do not 
directly express sociostructural beliefs in a canonical form.  To create word classes for the 
income inequality use case, about 80 comments were analyzed and words that indicated 
particular beliefs were annotated and categorized by general subject (i.e., hardship) and any 
polarity or stance toward that subject.  Table 2 lists a few of these word classes with selected 
words for each.   

Table 2. Sample word classes. 

the rich 
(negative) 

the poor 
(neutral) 

the poor 
(positive) 

hardship 
(anti-rich argument) 

extreme rich 
the top 

highest income class 
the 1 percent 
super wealthy 

the haves 
millionaires 

ultra-rich 

the poor 
middle-class 

lower income people 

everyone else 
the 99% 
the 95% 

working class 
the bottom 

bottom 
the have-nots 

have-nots 

can't afford 
misery 

unemployment 
welfare 

minimum wage 
less opportunity 

deprivation 
suffering 
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the affluent 
the top percentage 

super rich 

cost of living 
standard of living 

basic needs 

The word class annotator identifies places within a comment where applicable words are used 
and assigns the word class label to that string of text.   

Quote Annotator.  After examining the comments collected, it was noted that one particularly 
common source of error for the classifier was quotes.  Quotes have a large impact on the 
legitimacy being expressed, but can add a challenge for classifiers.  For example: 

“Everyone in America has an equal chance an equal opportunity to succeed.” Don’t 
know if I’d go THAT far. 

In this comment, the writer quotes a previous commenter’s words in order to disagree with them.  
In this case, n-gram features might suggest that the comment should be labeled true, since 
usually comments discussing an “equal opportunity to succeed” would be expressing this 
opinion.  However, the second sentence expresses a negation of the quote. 

“Fair share” is a myth based on the lie that everything is to be equally shared. 

In this comment, “fair share” is in quotes to communicate sentiment toward it, which is reiterated 
in the subsequent text – the author does not believe in the idea of it.  Therefore, while “fair 
share” is often used in comments that would be marked as false for legitimacy (expressing a 
desire for a “fair share” insinuates that the author is against income inequality), this comment 
should be marked as true. 

 “It takes money to make money.” Many posers here say “just work harder” the 
reality is the system is fixed. 

In this comment, the writer agrees with the first quote and is using it to support his argument.  He 
disagrees, however, with the opinion expressed in the second quote, which he follows up with a 
rebuttal (“the system is fixed”). 

These examples (along with others) suggest that the SIIRS classifier needs to distinguish 
between text that is and isn’t within quotes.  An annotator for quotes was added to the SIIRS 
pipeline.  This annotator uses simple pattern matching to identify the occurrence of single (') or 
double (") quotes and extract the content within them.  These quotes are annotated, and any text 
that is not within a quote is designated as non-quoted content. 

Group Sociostructural Belief Aggregation 
The output of the sociostructural belief classification module of the SIIRS system is a set of 
“perception” tuples stored in a database. The information retrieval system must then aggregate 
sociostructural beliefs across observations from the corpus to create the input into the DRDC 
socio-cognitive model.  During the period of performance, we investigated further how to 
accomplish this aggregation based on the current use case of “income inequality.” 

To perform aggregation by group, the group identity of each poster of a comment on the issue of 
income inequality must be either observed (in their post, in an associated profile, etc.) or inferred 
from data (e.g., the content of their post).  Using our current annotated dataset of comments 
posted on news articles, we investigated whether a significant number of posts contained any 
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indicators of group identity.  Unfortunately we found that few posts contained such information.  
Moreover, we saw no other linguistic indicators that might form the basis for inferring an 
individual person’s income level from their comments.   

We note that other researchers working on predicting demographic variables from social media 
content have encountered similar difficulties.  In some cases, researchers have looked to social 
media profiles as a means to confidently identify a demographic variable of interest, such as 
gender or political affiliation.  However, in our case (given the articles chosen and the websites 
on which they were published), commenters on articles rarely have an associated profile.  In the 
absence of profile data, other researchers have turned to attempting to infer education level, a 
demographic variable that is highly correlated with income level but still provides observed data.  
We have not yet attempted to predict education level from the posts in our dataset. 

Our conclusion is that the “income inequality” use case is unlikely to support a proof-of-concept 
demonstration of the group sociostructural belief aggregation component of the SIIRS system.  
In future work, there are two possible options for handling this, with pros and cons.  One option 
is to switch the use case to one where the group identity of posters of content can be reliably 
identified.  There are at least two drawbacks to this option: 1) a new use case would have to be 
identified; 2) with a new use case, we would need to annotate a new set of data, which would 
incur a high cost.  Other options would involve generating parameters for the social identity 
simulation based on the “population” parameters identified in the SIIRS component. 

Evaluation 
Dataset 
Evaluation of SIIRS focused on the outputs of the sociostructural belief classifier.  The dataset 
used for this evaluation was a set of comments compiled from several of the articles found 
during the data exploration task.  The experimental setup is depicted in Figure 3, and Table 3 
gives an overview of the corpus. 
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Figure 3. Experimental setup. 

There are two sets of labels that are used in this evaluation: 

1. Label for Applicability - A binary label representing whether the comment was 
discussing the legitimacy of the income equality situation and was conveying an opinion 
about legitimacy strong enough to classify as for or against – True if it was, and False if 
it was not. 
 

2. Label for Legitimacy - For those comments that were labeled as applicable, a binary 
label for whether or not the author felt that the current income inequality status was 
legitimate or not – True if the author felt the status quo was legitimate, and False if the 
author felt the current income inequality situation was illegitimate. 

During the base period, a randomly selected subset of the comments was annotated with a binary 
label for Applicability.  For those comments that were labeled as applicable, the same annotator 
added a binary label for Legitimacy.  A second annotator separately annotated a small set of 
these comments (N=100) and the two sets of annotations were compared.  For comments that 
both annotators felt were applicable, the inter-annotator agreement was extremely high ; 
however, there was more disagreement on whether or not comments were explicit enough in 
their expressions to be annotated as either for or against .   
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During the option period, the two annotators met and discussed some of these differences and 
where the line should be drawn for applicability.  After this discussion, the first annotator 
reviewed the initial set of annotated comments, modifying the original annotation where 
necessary. 
 
During the base period, 320 comments were identified that were applicable to legitimacy.  
During the option period, these annotations were revisited and modified after discussions with 
another annotator and additional comments were annotated to increase the size of the dataset.  
The final number of applicable comments that were annotated was 400.   

Table 3 gives a summary of the final corpus.  

Table 3. Summary of the modified training corpus. 

Total Comments Collected 11,186 
Total Comments Annotated 1,488 

Annotated: Not Applicable to Legitimacy 1,088/1,488 
Annotated: Applicable to Legitimacy 400/1,488 

Annotated: Legitimate = True 174/400 
Annotated: Legitimate = False 226/400 

Due to the slightly differing subjects of each article, the proportion of applicable comments from 
each of the sources differed.  Table 4 shows the final distribution of these comments.  

Table 4. Sources of comments in the dataset. 

Source Article Title(s) Comments in Final Dataset 

CNN 
Is income inequality morally 

wrong? (Sutter, 2013) 248 

New York Times 

No Rich Child Left Behind 
(Reardon, 2013) 

Survey Finds Rising 
Perception of Class Tension 

(Tavernise, 2012) 

80 

Daily Finance 

 

Video Showing the Huge Gap 
Between Super Rich and 

Everyone Else Goes Viral 
(Watson, 2013) 

53 

Wall Street Journal Who killed the American 
dream? (Nutting, 2013) 19 
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Sociostructural belief classification algorithms 
The SIIRS pipeline was run through the sociostructural belief classification stage, as described in 
the previous section. We experimented with supervised machine learning algorithms from two 
different machine learning toolkits: LIBSVM4 and MALLET5.  Four algorithms were evaluated 
in total: 

 LibSVM (LIBSVM) – an implementation of Support Vector Machines (SVM). 
 Naive Bayes (MALLET) – a probabilistic classifier based on Bayes' theorem. 
 C45 (MALLET) – a decision tree classifier. 
 MaxEnt (MALLET) – Maximum Entropy Modeling, a logistic regression model. 

Feature sets 
The features used in the SIIRS system involve two main sets of features.  First, a set of n-gram 
features was used since they often are successful in similar classification problems.  An n-gram 
represents a string of words, length n, which appears in a text.  This can be represented by a 
binary value (whether or not the n-gram appeared in the text) or a count (how many times the n-
gram appeared in the text).  For this evaluation, we used unigrams (n =1) and bigrams (n =2).  
For the binary labels, we computed n-grams over either the surface text or lemmas (canonical 
forms of the words present in the text).  This resulted in the following features: 

a. n-gram binary labels from surface text – for each n-gram, a binary value is applied to 
the text indicating whether that n-gram is present in the surface text. 

b. n-gram binary labels from lemmas – for each n-gram, a binary value is applied to the 
text indicating whether that n-gram is present in the text after lemmatization. 

c. n-gram counts from surface text – for each n-gram, a count of how many times that n-
gram is present in the surface text. 

d. n-gram counts from lemmas – for each n-gram, a count of how many times that n-gram 
is present in the text after lemmatization. 

N-gram features were also created after part-of-speech tagging. 

e. part-of-speech n-gram labels – for each n-gram, a binary value is applied to the text 
indicating whether that n-gram is present in string of part-of-speech tags for the text. 

f. part-of-speech n-gram counts – for each n-gram, a count of how many times that n-
gram is present in the string of part-of-speech tags for the text. 

In addition to these features, commonly used in machine learning tasks, we added additional 
features that are specific to SIIRS to extract more explicit mentions of legitimacy.  These 
features are created from the outputs of the SIIRS system’s annotators, described earlier. 

g. binary indicator for comparatives – a binary value indicating whether a comparative 
was found in the text.  We hypothesized that discussions of legitimacy may also happen 
while the speaker is comparing group resources.   

4 http://www.csie.ntu.edu.tw/~cjlin/libsvm/ 
5 http://mallet.cs.umass.edu/ 
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h. perception counts from lexicons – for each perception of interest, a count of how many 
words in the text match a custom lexicon for that perception (selections from these 
lexicons can be found in Table 5).  Although legitimacy was the focus of the evaluation 
experiment, counts for stability and permeability were computed as well, under the 
hypothesis that discussions of one variable might often include discussions of another. 

i. legitimacy counts from syntactic rules – a count of the matches returned from the 
legitimacy annotator. 

Table 5. Examples from the perception lexicons. 

Legitimacy Stability Permeability 

entitled 
just 

deserve 

temporary 
unstable 

permanent 

mobility 
become 
advance 

 

Additional annotators were added to take into account the word classes described earlier.  For 
each comment, two features can be added for each word class: 

j. word class labels - a binary representation of whether one of the terms in the word class 
lexicon exists in the comment. 

k. word class count – a count of the total number of annotations for that word class in the 
comment. 

Finally, we experimented with the addition of several features related to quotations: 

l. presence of quote(s) – binary value representing whether or not a quotation was found in 
the comment. 

m. n-gram binary labels for quoted content – for each n-gram, a binary value is applied to 
the text indicating whether that n-gram is present in a quotation.  This was done for both 
the surface text and after lemmatization. 

n. n-gram counts for quoted content – for each n-gram, a count of how many times that n-
gram is present in a quotation. This was done for both the surface text and after 
lemmatization. 

o. n-gram binary labels for non-quoted content – for each n-gram, a binary value is 
applied to the text indicating whether that n-gram is present in text that isn’t quoted.  This 
was done for both the surface text and after lemmatization. 

p. n-grams counts for non-quoted content – for each n-gram, a count of how many times 
that n-gram is present in text that isn’t quoted. This was done for both the surface text and 
after lemmatization. 
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Results and Discussion 

Data Exploration 
Overall results 
Through the data exploration tasks, we were able to find examples of people describing the three 
major variables of interest for SIIRS: legitimacy, stability, and permeability.  We found that 
much of the discussion was regarding legitimacy, as people often discuss and debate issues such 
as Did the rich earn their wealth?, Do the poor deserve to be poor?, and Is inequality a 
problem?.  Though less common, there was also some discussion of stability (Will the rich 
always be in control?) and permeability (Is it easy for the poor to become rich?  Does the 
American Dream still exist?).  The comparatively large number of examples for legitimacy was 
the main reason we decided to focus on it for development of the proof-of-concept version of 
SIIRS.   
 
Overall, we extracted over 200 pertinent examples and closely reviewed about 110 of them.  As 
an example of a typical source, a search for “the rich deserve” on WebCorp led to the discovery 
of a blog post entitled “Do the Rich Deserve Their Wealth?” on the Wall Street Journal site 
(Izzo, 2013).  There were 125 comments on this post, all of which were read and 22 of which 
were found to be applicable to the perceptions of interest for SIIRS.  Of those pertinent 
comments, 12 were annotated using the format described previously.  The rest, while expressing 
sociostructural beliefs, were found to exhibit significant indirection or implicitness, requiring 
natural language processing methods beyond pattern-matching. 
 
A more detailed look at specific examples found during the data exploration task can be found in 
Appendix C: Extracted Examples. 

System Evaluation 
Classification algorithms 
The goal of our experiment as to distinguish between the classes of belief expression 
(+/-E) and the belief in legitimacy (+/-L).  Our baseline was a majority class predictor. We began 
by comparing the results of several different n-gram sets, including n-grams from surface text or 
lemmatization, binary labels or count features, combinations of unigrams, bigrams, trigrams, and 
4-grams, and the inclusion or exclusion of stopwords. We found that the n-grams set of binary 
labels for unigrams, bigrams, trigrams, and 4-grams after lemmatization had the highest 
performance. The inclusion of stopwords generally afforded better performance; hence we do not 
remove stopwords in our experiments. Stopwords may be helpful because indicators of 
sociostructural beliefs may be partially encoded in high frequency and function words. For 
example, negation operators are useful to retain in order to distinguish expressions such as didn’t 
earn from earned.  
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Table 6. Comparison of classifiers by accuracy on the +/-E and +/-L task with a feature set of: unigram, 
bigram, and trigram lemma labels, stopwords included. 

Algorithm +/E +/L 
Majority Class 73.1 56.5 
Naive Bayes 75.9 68.3 
MaxEnt 79.9 66.0 
SVM 80.1 66.3 

 
The results for both the +/-E and +/-L tasks are shown in Table 6. For the +/-E task, absolute 
accuracy values were high due to the very unbalanced dataset (more not applicable than 
applicable; cf.   
Table 3). On the +/-L task, Naive Bayes achieved the highest accuracy score. Our dataset 
consisted of a mix of short and long comments (M = 45.4 tokens, SD = 37.5 tokens), which, 
interestingly, was not unfavorable to Naive Bayes (cf. Wang and Manning (2012)). Table 7 and 
Table 8 report the results after adding the +/-L problem-specific features to the best n-gram set. 
The addition of the word class features provides a small improvement in accuracy across the 
classifiers. These results confirm that, for the task of detecting sociostructural beliefs about 
legitimacy in this domain, words tokens do tend to co-occur in topical and polarity-based word 
classes. However, it is likely that our word class feature set suffered from limited coverage 
relative to the diversity of expressions used in the domain.  

Table 7. Classification accuracies for the +/-L task on variants of word class (WC) features sets. 

Feature Set MaxEnt Naive Bayes SVM 
Majority Class 56.5 56.5 56.5 
N-grams 66.0 68.3 66.3 
+ WC counts 70.8 68.8 67.0 
+ WC labels 69.5 68.0 67.0 
+ WC counts & labels 69.8 68.8 66.8 
 
Table 8 reports the results of adding quote features. Performance improved with the addition of 
these features, most notably with the addition of both quote and nonquote features. While these 
results suggest that accounting for quotations is important, the inclusion of quotation-related 
features only differentiates between words appearing in quotations from those outside quotations, 
and does not represent any relationship between the two sets of features. The appearance of 
terms in a quotation that are typically not found in quotations and that are used by people 
expressing a particular stance is often a strong indicator that the opinion of the text surrounding 
the quotation is the opposite of that in the quotation a relationship found by Malouf and Mullen 
(2008)). Hence, more research on feature engineering techniques for handling quotations that 
explores relations between terms in and outside of quotations would seem worthwhile. Finally, 
we experimented with combining both word class features and quotation features, but 
performance did not improve over the results for word class features or quote features alone. 
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Table 8. Classification accuracies for the +/- L task on variants of quotation feature sets. 

Feature Set MaxEnt Naive Bayes SVM 
Majority Class 56.5 56.5 56.5 
N-grams 66.0 68.3 66.3 
+ quote count 67.0 68.3 66.8 
+ quote features 66.0 68.8 66.3 
+ quote count & quote features 66.5 69.3 65.3 
+ nonquote features 66.3 69.0 65.3 
+ both quote & nonquote 67.3 70.0 66.3 
Replace n-grams with quote & nonquote 67.3 70.5 66.3 
 
Error analysis 
A qualitative analysis of the errors produced by the best legitimacy was performed to investigate 
outstanding problems and potential areas of future work.  Some of the classification challenges 
we observed include: 

Focus on a specific sub-issue.  In discussions on income inequality, there are common “sub-
issues” that are repeatedly discussed in comments, including taxes, welfare, political parties, the 
United States economy, and business owners/CEOs.  Consider the following example: 
We have a small business with 50 employees revenue under 6 million and our payroll over the 
last four years (to average our performance) was $10.4 million including benefits.  The three 
owners have made $600K over that time period.  Simple facs:  Business gives the highest share 
of value to the workers.  Period.  The risk takers the managers the leaders ALWAYS take the 
least and take last.  All of the pieces are important:  labor capital and investors BUT labor direct 
and through suppliers gets 80% of each dollar spent by the business. 

While this comment is not specially addressing income inequality, it is using the discussion of 
business owners to make the author’s point – the author is arguing that the rich deserve wealth 
by pointing out that business owners, who are often considered part of the “rich” group, are the 
risk takers who have to take care of their employees.  The difficulty of classifying these kinds of 
comments may be related to the difficulty of the +/- E classification problem.  In this example, in 
particular, there is little overt about the legitimacy of income inequality. 

Personal stories used as examples. In discussions involving social status, we observed that 
people often use personal examples to support their positions.  Consider the following excerpts 
from a comment: 
My Dad slept in a dresser drawer on the floor with cotton stuffed under a sheet … He graduated 
with an engineering degree summa cum laude and has never been un-employed for 45 years 
because he always worked harder and made himself more valuable than his peers. No GI Bill No 
Pell Grants No Welfare of any kind.  

While a human annotator can usually infer quite easily which view on legitimacy such a story 
supports, the content can seem unrelated to the issue of interest.  This problem has also been 
found in regards to classifying stances in debates, where descriptions of personal experiences add 
material irrelevant to stance, leading to misclassification (Hasan & Ng, 2013). 
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Importance of context. While we considered comments independently for our classification 
task, comments can refer to or reply to previous comments, such that the meaning of a comment 
can be obscured without the content of these related comments.  Consider this example: 
But wouldn't it be nice if we as a society valued education enough so that one wouldn't need the 
accident of a reading grandfather to have the opportunity to move up in the world? 

Given that the sentence begins with “but”, it is probable that the author was responding to 
another commenter that he disagreed with.  While a human annotator can infer this, the classifier 
lacks this contextual information.  To address this issue, techniques for incorporating other 
comments in dialog threads may be fruitful (Walker et al., 2012; Hasan & Ng, 2013).
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Conclusion 

Lessons Learned 
As a result of taking the time to look for examples during the data exploration task, we acquired 
a good amount of sample data on sociostructural beliefs on the internet and learned much about 
the problem space, i.e. how sociostructural beliefs may be expressed.  In particular, we learned 
the following: 

 There are plenty of examples of the kinds of perceptions that we are looking for across 
the web; however, these expressions are very diverse in their structure and often not as 
explicit as we originally planned for.  Thus, our SIIRS annotators require more advanced 
extraction techniques. 

 In general, the perceptions of interest are often expressed as comments on news articles 
or opinion pieces discussing events of interest, which seem to ignite the discussion. 

 While the syntax of expressions is often important, there is a significant amount of 
information that we are able to infer just by the use of certain kinds of vocabulary.  In the 
option period, we explored the use of word classes to take into consideration background 
knowledge of what kinds of vocabulary are most important to the use case.   

 Quotations and how they are used are extremely important to the classification of 
sociostructural beliefs.  While our SIIRS annotators use this information, there is more 
work that could be done for more robust handling of quoted text. 

In addition to these observations, closer inspection of examples led to the discovery of several 
challenges that were not explicitly addressed in the period of performance for SIIRS:  

 The polarity of a stance is likely better captured by a continuous variable.  While 
commenters expressed their views in support of one or another position, they often 
qualified their views significantly.  Accounting for this qualification would yield a more 
accurate estimate of a group’s sociostructural beliefs and a better parameterization of the 
simulation.  

 Additional data will be needed in order to ensure that the opinions extracted from the web 
are a valid sample and indicative of the actual demographics of the groups.  The easiest 
comparison may be to compare the results of an actual national survey of a question to 
the comments on articles about the results of the survey.  

 The use case chosen for this period of performance (income inequality in the United 
States) was not ideal for the aggregation of sociostructural beliefs because a ground truth 
for group membership in order to do the aggregation.  A different use case could be 
chosen in future work to allow for investigation into this kind of aggregation. 

Some of the lessons learned have already been incorporated into the trajectory of development 
for SIIRS; in particular, we focused more on a supervised learning approach after observing the 
implicit nature of the expressions of interest.   
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Future Steps 
The work done during the base and option periods of SIIRS focused on the extraction of group 
sociostructural beliefs at the “document” level, particularly legitimacy. 

Future work could include the following: 

Classification Feature Improvement – While the word class and quote features improved 
accuracy of the SIIRS classifier during the current period of performance, these features 
could be improved to do more robust analysis of vocabulary and quotation use.  In addition, 
the inclusion of semantic features may improve performance since they may better account 
for the specific ways in which particular vocabulary is being used. 

Classification Algorithm Extensions – Building on the observations from the previous 
section, a fruitful line of development may involve semi-supervised and active learning 
methods to incorporate human knowledge of features predictive of the classes of interest 
(Melville et al., 2013).  For example, it has been demonstrated that crowdsourcing to obtain 
regular expression-based features can significantly improve text classification performance 
(Sogaard et al., 2013).  

Aggregation of Group Sociostructural Beliefs – As discussed in previous sections, we found 
that our use case and dataset did not provide adequate data for exploring the aggregation of 
group sociostructural beliefs.  This is a large part of the overall vision for SIIRS, however, 
and would be an important focus for future work.  Part of this work could include 
automatically inferring group membership from author comments. 

Extensions Beyond Legitimacy – The automatic extraction and classification of group 
stability and permeability, as well as group status and resource differences, have yet to be 
explored.   
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Appendix A: Requirements Document 

Introduction 
Purpose 
Several research and development efforts are underway to develop tools to better understand 
populations of interest and predict their responses to military operations and other events.  In 
general, though, the pace at which these models are being developed has exceeded the ability to 
gather sufficient data to populate them.  Designing tools to harness rich sources of text-based 
data, such as online newspaper editorials, blogs, and social networking sites, is critical in 
advancing our understanding of these populations of interest. 

The purpose of the Social Identity Information Retrieval System (SIIRS) is to extract 
information from open-source text relating to intergroup perceptions that can be used to 
instantiate key aspects of the agent-based social simulation system that is being developed by 
Aptima and the DRDC (SISTEM).  

Product scope 
The SIIRS system is envisioned to be an information extraction and retrieval system that ingests 
a corpus of text, extracts sociostructural beliefs and group resource perceptions, and aggregates 
this information into quantitative measures that will power DRDC’s socio-cognitive model of 
intergroup perception. 

Based on a detailed analysis of the requirements for the SIIRS information retrieval system, it 
was concluded that a “fine-grained” information extraction and compilation has the highest 
likelihood of success.  The fine-grained approach involves extracting sociostructural beliefs and 
intergroup perceptions using pattern extractors and supervised machine learning techniques.   

The main motivation for an initial focus at the document level is the observed complexity of how 
expressions about sociostructural beliefs and intergroup perceptions are encoded in natural 
language – expressions are typically not be limited to single words or phrases, and are expressed 
in highly diverse ways.  Without significant investment in development of extractors, extraction 
approaches based on linguistic patterns will suffer from a lack of coverage of the diverse 
expression types, hampering the identification of sociostructural beliefs.  For an initial proof-of-
concept for the SIIRS system (Version 1), it was determined that a somewhat less precise but 
still robust capability to identify sociostructural beliefs is acceptable. 

For Version 1, given an input document from an individual who belongs to a given group of 
interest, a series of modules processes the text and classifies it as containing an expression of a 
sociostructural belief or not.   

Interface Requirements 
Input 
The input to SIIRS will be a corpus of unstructured text documents from a population of interest 
in which at least two different cultural groups are represented.  The different groups in the 
dataset must be specified, including a list of group name variants.  Each document is assumed to 
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have a single author; the author belongs to one of the groups of interest, and this group is 
observed. 

Output 
The output of the SIIRS system must be easily input into the DRDC socio-cognitive model of 
intergroup perception so that the agent-based simulation may be initialized with realistic values 
inferred from the information extracted by SIIRS.  Therefore, the output of a mature SIIRS 
system should be distributions over group members’ latent values for the sociostructural beliefs 
and for group resource perceptions.  

An important intermediate output of the system is a dataset of instances of sociostructural 
beliefs. The output of a fully developed system should include the polarity of the belief, its 
source (author), the source’s group, as well as the intensity of the belief, the target (group) of the 
belief (if applicable), and the time of the utterance.  For Version 1, the output of the system is the 
statistics (accuracy, precision, recall, etc.) for the SIIRS classifier. 

System features and requirements 
Training datasets 
A dataset is required that contains the linguistic expression of sociostructural beliefs and 
perceptions of group resources in a scenario where there are two clear groups, one of higher 
status and one of lower status.  The dataset is necessary for two reasons: 

 The data is treated as the individual observations from which the model of a group’s 
aggregate sociostructural beliefs is constructed.  The data is manually annotated (e.g., 
Social structure X is legitimate / illegitimate) to train the supervised sociostructural belief 
detection classifier. 

 Manual analysis of the training data generates seed lexicons of linguistic patterns for 
detecting the sociostructural belief expressions of interest. 

We require that the training data be “focused” on a sociostructural belief of interest.  This 
requires some initial manual analysis and adjudication of the relevance of the data.  For example, 
an extremely useful source of data on sociostructural beliefs is comments on news articles that 
directly address a sociostructural belief or an issue that is closely related, such as Is income 
inequality inevitable?  Given a set of comments posted on such an article, we apply simple 
heuristics to filter out irrelevant posts.  The remaining posts are manually annotated as described 
above. 

Feature encoding for sociostructural belief detection classifier 
A set of simple text features are required for the sociostructural belief detection classifier.  These 
are principally n-gram features, since they often are successful in similar classification problems.  
An n-gram represents a string of words, length n, which appears in a text.  This can be 
represented by a binary value (whether or not the n-gram appeared in the text) or a count (how 
many times the n-gram appeared in the text).  We require at least unigrams (n =1) and bigrams (n 
=2).   
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Sociostructural beliefs pattern lexicon 
To determine whether a given sentence/clause likely contains the expression of one of the 
sociostructural constructs of stability, legitimacy, and permeability, the precision of the system 
will benefit from a sociostructural beliefs pattern lexicon.  The beliefs pattern lexicon will 
contain linguistic devices that correspond to explicit expression of the sociostructural belief 
categories.  The beliefs pattern lexicon will only contain patterns related to the sociostructural 
belief categories, and not information related to groups or individuals of interest. 

Sociostructural belief detection and classification  
The fully developed system should detect and classify sentences or clauses that contain 
expressions of the sociostructural constructs of stability, legitimacy, and permeability.  Belief 
detection and classification will be based on the supervised belief classifier, which incorporates 
features derived from the sociostructural beliefs pattern lexicon.  Version 1 focuses specifically 
on legitimacy. 

Sociostructural belief polarity classification  
Because each of the sociostructural beliefs has two poles (e.g., stable/unstable), the system must 
extract a representation of the statement’s polarity.  This function is similar to sentiment analysis, 
where statements are categorized along a continuum from positive to negative.   

Group resources perception lexicon 
To determine whether a sentence/clause likely contains linguistic expressions related to group 
resources, a mature version of the system can take advantage of a pattern lexicon.  The pattern 
lexicon should contain linguistic devices related to the explicit expression of relevant groups’ 
resources.  This lexicon should only contain patterns relevant to the expression of resources, not 
the “sources” or “targets” of these expressions. 

Group resources perception source/target lexicon 
To extract group status/deprivation perceptions in the fully developed system, the system 
requires lexicons for the explicitly encoded “source” and “target” groups of these perceptions.  
This lexicon complements the group resources lexicon.  It is necessary because we expect that 
the content of group resource perception statements may depend more on the source of the 
statement.  Note that source and target here refer to groups of interest, not “aspects” of group 
resources (e.g., attributes of the status relationship between two groups such as economic 
resources).   

Source/target extraction 
The system should ideally extract the sources and targets of group resources perception 
statements where they are explicitly stated.  Source/target extraction will be based on a 
supervised machine learner and the group resources perception source/target lexicon.  In a 
scenario with two groups, inferring the source from the target, and vice versa, may be feasible.  
Note that extraction of source and target is not covered in Version 1. 

SIIRS 25 © 2014, Aptima, Inc. 
Final Report 



Aptima®, Inc. www.aptima.com 

Group resources perception detection and classification 
The system should detect and classify linguistic expressions of group resources. Group resources 
perception detection and classification will be based on a supervised machine learning classifier, 
the group resources perception lexicon, and source/target extraction (which in turn uses the 
group resources perception source/target lexicon). Note that Version 1 does not extract group 
status perceptions. 

Tuple generation 
The fully developed system should compile “perception tuples” of the form:  

<perception indicator, sociostructural belief class, sociostructural belief polarity, source group>   

These tuples may be stored in “stand-off” form as annotations on the document, or stored in a 
knowledge base with reference to the original data.  Tuples are created from documents, which 
are most commonly short “snippets” such as comments on news articles or social media posts. 

A more mature system should discover comparative expressions and extract the “target” group 
that is being compared, e.g. Group X has more resources than Group Y because [reason for 
legitimacy].  In this case, the perception tuple would take the form: 

<perception indicator, sociostructural belief class, sociostructural belief polarity, source, target, 
group resources perception> 

In Version 1, a social belief polarity value for legitimacy is output in lieu of a full tuple. 

Sociostructural belief aggregation 
To produce scalar values for sociostructural beliefs for input into the DRDC socio-cognitive 
model, the fully developed information retrieval system should aggregate sociostructural beliefs 
across perception tuples extracted from the corpus.  Predicting a value for a group’s 
sociostructural beliefs can be accomplished using variety of statistical models.  For these models, 
we assume that the group identity of an individual who expresses a sociostructural belief is either 
observed or inferred.  As discussed in the final report, aggregation of beliefs is not covered in 
Version 1. 

Group resources perception aggregation 
To produce scalar values for group resource perceptions that will serve as input to the DRDC 
model, the fully developed system should also aggregate group resource perceptions across the 
extracted tuples.  The system can use statistical models similar to those used for sociostructural 
belief aggregation. 
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Appendix B: Software Design Document 

Introduction 
Purpose 
The purpose of this document is to describe the software and system architecture for Social 
Identity Information Retrieval System (SIIRS) at the end of the 2013-2014 period of 
performance as well as the envisioned software and system architecture for a fully functional 
version. 

Scope 
The scope of this document includes the system architecture for the hardware and software built 
and integrated into the system.  

Architectural Goals & Constraints 
Hardware and software environment 
SIIRS is a stand-alone application that can be run on any computer with at least 8G RAM.  
Software requirements include Java 1.7. 

End-user environment 
SIIRS is purely a server application. User interaction is limited to setting arguments and running 
the process from the command line. 

Performance 
Scalability 
Current.  The time required for running the current SIIRS classifier on the evaluation dataset 
depends on the feature set and learning algorithm chosen.  Overall, the process can run in about 8 
minutes.  However, if dependency parsing (which is very memory-intensive) is not done, this 
time can be reduced to about a minute. 

Future.  The goal of SIIRS is to scale to large document stores (e.g., millions of documents) as 
necessary to extract the phenomena of interest. 

Extensibility 
Increased precision and recall for extraction is achieved primarily through iterative development 
of extraction lexicons for variables of interest and feature sets for the classification module. 

Reliability 
Current.  If a document cannot be processed, an Exception is thrown and the system exits 
processing. 

Future.  In order to increase system reliability, if extraction for one document fails, the user 
should be notified, and the rest of the processing should continue with that document removed. 
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Interoperability 
SIIRS’s output scores for group sociostructural beliefs and resources is compatible with the 
DRDC’s social identity simulation software. 

Architectural Representation 
Logical architecture 
SIIRS is envisioned to be an information extraction and retrieval system that ingests a corpus of 
text, extracts sociostructural beliefs and group resource perceptions, and aggregates this 
information into quantitative measures that parameterize DRDC’s socio-cognitive model of 
intergroup perceptions.   

The current version of SIIRS focuses on extraction and of group sociostructural beliefs at the 
“document” level – e.g., comments on news articles or social media postings – and a coarse, 
binary classification of beliefs.   

In the current version of SIIRS, the main process involves information extraction and 
sociostructural belief classification.  This component extracts the information about 
sociostructural beliefs (stability, permeability, and legitimacy) from a specified dataset made up 
of unstructured text documents.  SIIRS takes a hybrid approach to the identification of 
sociostructural belief mentions, leveraging both supervised machine learning and human-coded 
patterns.  The extraction process includes three components that are described in detail in this 
document: natural language annotation, sociostructural belief annotation and classification, and 
sociostructural belief annotation exporting. 

In future versions of SIIRS, the system should achieve more granular extraction, at the sentence 
level, and add estimates of the “intensity” of expression of beliefs.  Moreover, the system should 
include an extraction analysis component that aggregates sociostructural beliefs across 
perception tuples extracted by the information extraction component.  This component would 
produce scalar values for sociostructural beliefs and group resource information for input into the 
DRDC socio-cognitive model. 

Process architecture 
Figure 4 shows an overview of how the mature SIIRS system would process documents.   
The current system is comprised of the top component, Information Extraction, only.  
Unstructured text documents are ingested and CAS objects6  are created for each one.  Once a 
document has been ingested, it is annotated for natural language constructs such as parts of 
speech and syntactic dependencies (see the “natural language annotation” component section for 
more information).  Next, it is annotated for sociostructural beliefs using custom lexicons.  The 
hybrid classifier in SIIRS takes these patterns as input, in addition to simple features computed 
from the text to be classified such as n-grams.  The output of the hybrid classifier is a binary 
label representing the presence or absence of a sociostructural belief. The system aggregates 
these binary labels for each group to produce an estimate of the strength of a sociostructural 
belief among the group.   

6 "Common Analysis System", an object created to hold the document content, metadata, and annotations. 

SIIRS 29 © 2014, Aptima, Inc. 
Final Report 

                                                 



Aptima®, Inc. www.aptima.com 

For future versions, given the same input document, the system will additionally estimate the 
intensity of the expression, and extract other key information such as the target group, if 
applicable, etc.  Following annotation, aggregation across observations is carried out.  These 
results are stored, and can be used as input to the DRDC’s social identity simulation software. 
 
When the annotation and classification processes are finished for a document, statistics for the 
classifier (accuracy, precision, recall, etc.) are output. For future versions, the individual 
annotation results should be persisted in two ways: (1) in an extractions database used by other 
SIIRS components and (2) in an xml file.  Annotation and saving can be done separately for each 
document, so this process could be multi-threaded for increased scalability.  
 

 
Figure 4. Overview of the envisioned fully functional SIIRS system. 

Detailed Design 
Common technologies used 
SIIRS was developed in Java, and can be built using Apache Maven7.  SIIRS’s natural language 
processing pipeline leverages open-source components from ClearTK8 The pipeline is built 
using the Apache UIMA architecture9. Packages from these toolkits will be added as 
dependencies to SIIRS using Maven. 

7 http://maven.apache.org/. 
8 http://code.google.com/p/cleartk/   
9 http://uima.apache.org/ 
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Common or shared configurations 
There are many configurations that need to be shared between components of SIIRS.  In order to 
force sharing of this common information, SIIRS is run with a set of command-line arguments.  
Each component reads in the information from the arguments that it requires. 

Components 
Information Extraction: Natural Language Annotation 
Definition 
The purpose of this component is to run a preliminary pipeline of open-source natural language 
processing (NLP) annotators on the input data. 

Responsibilities 
The natural language annotation component is responsible for converting each applicable data 
file into a Java object that can be used in subsequent components and for the creation of basic 
natural language annotations for each of these documents.  These preliminary annotations will be 
used to extract the sociostructural components that are of interest to SIIRS. 

Constraints 
This component requires that the SIIRS arguments contain a pointer to a data directory, which is 
comprised of the documents that SIIRS is to be run on.  For the current classifier, document text 
can be read from a single .csv file, where each line is the text and annotation for a single 
document. For the final system, files can also be “.txt” files.   

Composition 

The ingestion process is comprised of one Java method, which uses a UIMA 
UriCollectionReader to load all of the files in the specified directory. The NLP pipeline that is 
used in this component is comprised of several individual modules.  The modules that should be 
run can be specified in the SIIRS properties file (taking into account dependencies between 
modules).   

The following modules are used from ClearTK: 
 Sentence segmentation, which splits a document into individual sentences. 

 Tokenization, which breaks the sentences into words and symbols (called tokens). 

 Lemmatization, which replaces inflected forms of a word with its base form (e.g., 
"moved" will be changed to "move"). 

 Part of speech (POS) tagging, which labels each word with its part of speech (e.g., 
noun, verb, etc.) 

 Dependency parsing, which analyzes the syntactic relationships between words in a 
sentence. 
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Resources 
This component requires the input files over which SIIRS should be run, and these must all be 
present in a single directory.  In addition, individual NLP modules require additional resources, 
e.g., dictionary files. 

Exception handling 
Any errors that occur during the ingestion of the input documents are thrown.  This component 
does, however, consume a number of exceptions that could occur during the processing of one of 
these documents. 

Processing 
The ingestion component processes the data in three simple steps: 

1. The input file directory URI is read from the SIIRS properties file. 

2. A UriCollectionReader is created using this file handle. 

3. The UriCollectionReader is passed off to the next component. 

For each individual module, a UIMA Annotator class is created.  Then, a SimplePipeline object 
is created and the runPipeline() method is called with the URICollectionReader and all of the 
annotators included as parameters.  This runs the pipeline of annotators on each of the CAS 
objects that were produced by the reader.  

Information Extraction: Sociostructural Annotation 
Definition 
The purpose of this component is to annotate mentions of any of the sociostructural variables 
that must be analyzed for SIIRS. 

Responsibilities 
This component is responsible for applying SIIRS-specific lexicons as well as a hybrid classifier 
over the annotated documents.  

Constraints 
In order for this component to run, the natural language annotation component must have 
successfully processed the documents, since some of the modules may depend on those 
annotations. 

Composition 
The SIIRS annotation pipeline that is used in this component is comprised of several individual, 
custom modules.  The modules that should be run can be specified in the SIIRS properties file 
(taking into account dependencies between modules).  As shown in Figure 5, the modules will 
include: 

 The perceptions detector, which determines whether a given sentence, or clause, 
contains information related to social structure or intergroup perceptions. 
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 The sociostructural beliefs detector, which detects and classifies sentences or 
clauses that contain expressions of the sociostructural constructs of stability, 
legitimacy, and permeability. 

 The sociostructural belief polarity detector, which extracts a representation of 
the statement’s polarity (e.g., stable/unstable). 

 A general feature extractor, which extracts simple features computed from the 
text such as n-grams. 

 A sociostructural belief classifier, which uses the output of the extractors to 
classify the text for the presence or absence of a sociostructural belief. 

The mature system will have these additional components: 
 The source/target extractor, which extracts the sources and targets of group 

resources perception statements where they are explicitly stated. 

 The group resources perception extractor, which detects and classifies 
linguistic expressions of group resources. 

 
Individual models will apply the appropriate lexicon where necessary, as shown in Figure 5. 

Resources 
The resources that will be used by this component are a set of custom lexicons containing rules 
for identifying the sociostructural variables. 

Exception handling 
In the current system, if an error occurs during processing, an exception is thrown.  In the future 
system, this component should consume these exceptions.  If processing on one file fails, it 
should be removed from the dataset and the process should continue on without it. 

Processing 
For each individual module, a UIMA Annotator class will be created.  Then, a SimplePipeline 
object will be created and the runPipeline() method will be called with the URICollectionReader 
and all of the annotators included as parameters.  This runs the pipeline of annotators on each of 
the CAS objects that were produced by the reader.  
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Figure 5. Process for extracting sociostructural beliefs and group resources perceptions in a fully functional 

SIIRS system. 

Information Extraction: Annotation Exporting 
Definition 
The current system outputs statistics about the final classifier without outputting any information 
about individual annotations.  In a fully developed system, however, this component should be 
included to save the annotations created in the previous two components, for further analysis 
using the SIIRS aggregation process, or another application. 

Responsibilities 
This component is responsible for saving the annotations for each document in two places: 1) in 
an extractions database specific to SIIRS, which will be used for further analysis, and 2) an XML 
file for each document, which can be read by another program or analyzed by a human. 

Constraints 
This component will run as long as CAS objects have been created for a set of documents.  If no 
annotations are present, the component will still run, but it will not save anything to the database 
and output XML files will contain no annotations. 

Composition 

This component is comprised of two subcomponents, one for each method of saving (database 
and XML files). 
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Resources 
This component requires a Postgres database for saving the annotations, as well as a directory 
where the annotated documents should be saved (this could very well be the same directory that 
holds the original documents).  Database information and the directory URI will be specified in 
the SIIRS properties file. 

Exception handling 
If an exception occurs while saving a single file, the user is notified and the saving process 
continues for the other documents. 

Processing 
For this component, two custom UIMA CAS Consumers are used to persist the annotations – one 
for saving CAS objects to a relational database, and one for saving the CAS objects to an XML 
file.  The CAS Consumer that saves to an XML file is a modified version of an example file 
provided with the UIMA framework.  The CAS Consumer for saving to a relational database, 
however, is written specifically for SIIRS.  This consumer will combine annotations regarding a 
sociostructural variable or group resources, the source of the expression, and the target, create 
extraction tuples from this information and save these tuples to a database. 

Extraction analysis: extraction aggregation 
Definition 
This component is not part of the current version of the SIIRS system, but would necessary in a 
fully developed system.  The purpose of this component would be to aggregate the various 
extractions of either a sociostructural variable or group resource information found in the input 
dataset into a value that can be used by an agent modeling system. 

Responsibilities 
This component is responsible for reading in all persisted annotations that are present in the 
extractions database and calculating and outputting a scalar value for each sociostructural 
variable of interest.  . 

Constraints 
In order for this component to run, the information extraction process for SIIRS must have been 
run successfully, and annotations must have been saved in the extractions database. 

Composition 
This component is composed of three subcomponents: 

 Extraction ingestion, which reads the extractions from the database. 

 Extraction aggregation, which calculates a scalar value for each of the 
sociostructural variables and group resources. 

 Variable output, which prints the results of the aggregation to the console. 
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Resources 
The only resource needed for this component is the extractions database.  Information regarding 
connection to this database will be specified in the SIIRS properties file. 

Exception handling 
This component will throw any exceptions that occur while connecting or reading from the 
extractions database or aggregating the extraction information. 

Processing 
This component reads in extractions by connecting to the database and creating an Extraction 
object for each tuple that is read in.  The aggregation method is run over these extractions and 
the output of this component (the scalar values for each of the sociostructural variables and 
group resources), are output to the console. 
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Appendix C: Extracted Examples 

Legitimacy 
A significant portion of the examples that we extracted dealt with legitimacy, specifically 
whether or not it is legitimate that “the rich” hold a majority of the resources.  In most cases, this 
reduced to a discussion of how the rich got their money, such as in the following example: 

Text of Example Annotation 

“The rich earn their money because they 
worked hard in school and with them getting 
taxed highly, it is like their money is going 

down the drain and the government does not 
use that money collected wisely.” [1] 

E = “the rich” 
A = “their money” (=wealth) 

ST = legitimacy, positive polarity 
H: “Anonymous” 

T: (unknown) 

In this example, legitimacy is indicated in the because clause that argues that the rich worked for 
their wealth (as opposed to using underhanded means).  In many explicit sociostructural belief 
mentions, a because clause appears, making extraction straightforward.  Note that this sentence 
could be decomposed into simply The rich earn their money because they worked hard in school 
without affecting the expression of the sociostructural belief. 

There were also plenty of cases where people did not think the social status difference was 
legitimate: 

Text of Example Annotation 

“The top 1% don’t have a rightful claim to 
everything” [2] 

E = “the top 1%” (=the rich) 
A = “everything” 

ST = legitimacy, negative polarity 
H: Rex Nutting 

T: June 28, 2013, 6:00 a.m. EDT 

Here, the expression of illegitimacy is indicated by don’t have a rightful claim, where rightful 
claim is negated.  Both this and the previous example would be straightforward to extract using 
pattern matching and some canonicalization of group names, since both the rich in the first 
example and the top 1% in this example refer to the same group of people. 

While the previous examples contained a fairly simple sentence structure, others demonstrated a 
very complex syntax with multiple embedded clauses, making extraction more difficult: 

Text of Example Annotation 

"Wow, there are very few countries that have 
over 50% of the people who believe that 

people who work and earn their wealth are 

E = “people who work and earn their wealth” 
(=euphemism for “the rich”) 

A = “wealth” 
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entitled to it." [3] ST = legitimacy, positive polarity 
H: “Seattle” (username) 

T: 12:01 pm July 11, 2012 

This would be extractable with sentence decomposition, since analysis could just be restricted to 
people who work and earn their wealth are entitled to it.  Accurate extraction would require 
pattern-matching, coreference (to infer that it refers to wealth), and canonicalization (to translate 
people who work and earn their wealth into the rich). 

Text of Example Annotation 

“You might say that it is unfair that the top 
5% of the pop has 10x the wealth of the 
bottom 5%, but this is bc they produced 

roughly that much more.” [4] 

E = “5% of the pop” (=the rich) 
A = “10x the wealth of the bottom 5%” 

ST = legitimacy, positive polarity 
H: “placidprince” (username) 

T: (unknown) 

In this example we see how a person can acknowledge a different viewpoint but ultimately reject 
it: You might say that it is unfair that… but…  Moreover, coreference is essential to extracting 
the sociostructural belief (they = the top 5% of the pop, this = that the top 5%...).  Again, 
canonicalization is important: the top 5% of the pop = the rich.  Finally, note that there is no 
explicit expression of legitimacy; this idea is implicit in stating that the rich produce more – and 
thus deserve the wealth that they acquire. 

Permeability 
In addition to discussions on legitimacy, the idea of moving between groups was also discussed 
occasionally.  Most of this discussion surrounded the ability of people to make money and thus 
move from being poor or middle class to wealthy.  For example: 

Text of example Annotation 

“I think that people who want to become rich 
and successful still can in America, and they 

can attain their wealth and success by working 
hard, which is the American dream” [5] 

E = “people who want to become rich and 
successful” 

A = “become rich and successful” 
ST = permeability, positive polarity 

H = “Anonymous” 
T = (unknown) 

 
In this example, can paired with become rich and successful is the main indicator of a positive 
attitude toward permeability of the class structure.   By contrast, the author in the following 
example is conveying a negative polarity: 
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Text of example Annotation 

“In some cases of the extreme poor, there is 
absolutely no escape from poverty because 

there is no education” [6] 

E = “the extreme poor” 
A = “poverty” 

ST = permeability, negative polarity 
H = “Anonymous” 

T = (unknown) 

Here the notion of permeability is encoded in escape from poverty, which would need to be 
accounted for in lexical resources for supporting extraction of permeability belief mentions.  This 
example also demonstrates the need for recognizing the strength of an opinion, not just the 
polarity: the phrase in some cases seems to indicate that permeability is not always low. 

Stability 

Though infrequent, there were some examples of people discussing the stability of the social 
structure and relationship between the rich and poor: 

Text of example Annotation 

“Whether people are too envious or not, the 
rich run the world, always have, always will, 

and without the rich, the rest of us are 
screwed.” [7] 

E = “the rich” 
A = “the world” 

ST = stability, positive polarity 
H = “wessr” (username) 

T = 2012 
 

 
While this example was an example of a perception of a stable structure, some examples were 
not as clear: 

Text of example Annotation 

“We're headed for a society where the rich 
rule while the rest of us beg for scraps.” [8] 

E = “society” 
A = “where the rich rule” 

ST = stability, ? 
H = “Renee, Illinois” (username) 
T = August 9, 2012 at 4:14 pm 

 
The indicator of a possibly changing social structure is headed for.  Though this statement is 
discussing stability,  more context would be needed to determine the polarity, since whether or 
not the author is referring to a stable structure depends on whether the current status includes the 
rich ruling (so it would be stable) or not.  Note how the notion of stability is enmeshed in the 
author’s description of the potential social structure that is evolving – posing a challenge for 
annotation and extraction. 
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